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Computer Science 110
                                                                         College of Marin

Internet


INTRODUCTION TO the internet

WHAT IS the internet?

Physically, the Internet is the mother of all computer networks.  Email, web pages, file downloads and uploads all travel on the same electronic highway.  

Who owns the Internet?

Nobody owns the internet – it’s just there!  Your cable company or phone company or other internet provider provides you access to the internet at home, but they don’t own the road on which the information travels.

Much like the telephone system, the local lines are owned by the local telephone companies, and these are interconnected by high speed, high bandwidth lines called the backbone.  These are mostly owned by Sprint, MCI and a handful of other less well-known companies.

Who makes the rules?

There aren’t many rules.  In terms of content, you as an internet web site creator can basically put up anything you want.  To transfer data on the internet your communications have to follow the rules of the TCP/IP protocols.

WHAT IS the world wide web?

The world wide web (WWW) is what most of us actually think of as the internet.  It is basically the way the information floating around on the Internet is organized by your browser. 

While not exactly a network in itself, the WWW is way of accessing an enormous amount of information on thousands of computers around the world using a type of document called hypertext. This can be done graphically using IE, Netscape, Mosaic or the equivalent, or in a text-only using Lynx.

The WWW grows by an estimated 7 million pages per day according to cyviellance.com.

What is a URL?

URL is an acronym for Uniform Resource Locater.  It is a generalization of the drive:directories/file.ext syntax we learned about in our DOS session.  Recall that we could access any file (for which we have permission!) on our computer or on our entire computer network from anywhere else on the network with the proper path specification.   

The URL follows essentially the same syntax to allow anyone to access any location on the giant network that is the internet, hence the designation Universal Resource Locator!  Any World Wide Web address is a URL. Such addresses usually consist of three parts separated by one or more slashes (/):

1. the type (http:), that is, what type of communication will this be?

2. the machine name or location (www.yahoo.com or 12.71.6.102), then one slash.  The part after the www is called the domain name.  The final part of a domain name is the type of domain:

a. com
commercial use

b. org
(non-commercial) organization

c. gov
government

d. edu
educational institution

e. net
networking

f. mil
military

g. fr,us,uk,sp,ru
countries – France, USA, United Kingdom, Spain, Russia

3. the document name, possibly including a directory path (absolute or relative!) on the named location (help/index.html). 

Each part is separated by (forward) slashes, two after the type (see the exceptions below) and one between the domain and the document. Some URLs have no document element or the document element contains a path but no file. In this case the server provides the default document for that particular location, usually index.html or default.html. 

An important note about slashes:  
This is one of those places where the clash of the DOS world and the UNIX world can cause you grief.  Recall that under DOS the backslash (\) was used in path specifications.  (C:\Windows\file.ext).  Well, as we will see later, under UNIX the forward slash (or just plain slash! (/)) is used for exactly the same function (/home/usr/info.txt).  Since the internet comes straight out of the UNIX culture it is specified to use forward slashes as the official separator.  However Windows browsers are trained to map backward slashes into forward slashes to preserve your sanity.

There are several different types of URL. 

1. http:// - A Hypertext document (HyperText Transport Protocol). This type of document tells the WWW server to open up an html or text file at the given location. Example: http://www.uiowa.edu 

2. ftp:// - An FTP connection (File Transfer Protocol). This tells the WWW server to open up an FTP session to the given location and transfer the document in the document name element of the URL. If no document is specified, you will be shown an index of all available files and directories of this FTP site. This type of connection allows you to download files off of FTP sites directly to your computer Example: ftp://grind.isca.uiowa.edu 

3. telnet:// - This URL type opens up a telnet connection to the given location. On most desktop web browsers, a telnet helper application is required for this function. Example: telnet://blue.weeg.uiowa.edu 

4. gopher:// - This URL type opens up a gopher connection to the given location. Example: gopher://chop.isca.uiowa.edu 

5. news: - This URL type opens a connection to the news server and retrieves the articles from the given newsgroup. Slashes are not required after the news: element. Example: news:news.announce.newusers 

6. file:/// - This URL opens up a local file, that is, a file on the same machine as your browser. This URL type requires three slashes after the file: and contains no location element, only the filename or path and filename. 

IP addresses

Every machine on the Internet has a unique identifying number, called an IP Address. A typical IP (Internet Protocol) address looks like this:

 216.27.61.137 

The four numbers in an IP address are called octets, because they each have eight positions when viewed in binary form – the range of each number is from 0-255 which is a total of 256 (or 2**8) possibilities.  

Combine the four octets and you get 2**32 or possible 4,294,967,296 unique values. Out of the almost 4.3 billion possible combinations, certain values are restricted from use as typical IP addresses. For example, the IP address 0.0.0.0 is reserved for the default network and the address 255.255.255.255 is used for broadcasts. 

The octets serve a purpose other than simply separating the numbers. They are used to create classes of IP addresses that can be assigned to a particular business, government or other entity based on size and need. The octets are split into two sections: Net and Host. The Net section always contains the first octet. It is used to identify the network that a computer belongs to. Host (sometimes referred to as Node) identifies the actual computer on the network. The Host section always contains the last octet. There are five IP classes plus certain special addresses: 

Class A - This class is for very large networks, such as a major international company might have. IP addresses with a first octet from 1 to 126 are part of this class. The other three octets are used to identify each host. This means that there are 126 Class A networks each with 16,777,214 (224 -2) possible hosts for a total of 2,147,483,648 (231) unique IP addresses. Class A networks account for half of the total available IP addresses. In Class A networks, the high order bit value (the very first binary number) in the first octet is always 0. 

Net 
Host or Node
115. 
24.53.107 

Loopback - The IP address 127.0.0.1 is used as the loopback address. This means that it is used by the host computer to send a message back to itself. It is commonly used for troubleshooting and network testing. 

Class B - Class B is used for medium-sized networks. A good example is a large college campus. IP addresses with a first octet from 128 to 191 are part of this class. Class B addresses also include the second octet as part of the Net identifier. The other two octets are used to identify each host. This means that there are 16,384 (214) Class B networks each with 65,534 (216 -2) possible hosts for a total of 1,073,741,824 (230) unique IP addresses. Class B networks make up a quarter of the total available IP addresses. Class B networks have a first bit value of 1 and a second bit value of 0 in the first octet. 

Net 
Host or Node
145.24.
53.107

Class C - Class C addresses are commonly used for small to mid-size businesses. IP addresses with a first octet from 192 to 223 are part of this class. Class C addresses also include the second and third octets as part of the Net identifier. The last octet is used to identify each host. This means that there are 2,097,152 (221) Class C networks each with 254 (28 -2) possible hosts for a total of 536,870,912 (229) unique IP addresses. Class C networks make up an eighth of the total available IP addresses. Class C networks have a first bit value of 1, second bit value of 1 and a third bit value of 0 in the first octet. 

Net 
Host or Node
195.24.53.
107

Class D - Used for multicasts, Class D is slightly different from the first three classes. It has a first bit value of 1, second bit value of 1, third bit value of 1 and fourth bit value of 0. The other 28 bits are used to identify the group of computers the multicast message is intended for. Class D accounts for 1/16th (268,435,456 or 228) of the available IP addresses. 

Net 
Host or Node
224.
24.53.107

Class E - Class E is used for experimental purposes only. Like Class D, it is different from the first three classes. It has a first bit value of 1, second bit value of 1, third bit value of 1 and fourth bit value of 1. The other 28 bits are used to identify the group of computers the multicast message is intended for. Class E accounts for 1/16th (268,435,456 or 228) of the available IP addresses. 

Broadcast - Messages that are intended for all computers on a network are sent as broadcasts. These messages always use the IP address 255.255.255.255.

DHCP and IPCONFIG

Not surprisingly, the world is starting to run out of IP addresses!  Five years ago it was easy to have a static IP address assigned to yourself, but now it an extra cost option.  Cable and DSL providers all use an IP-saving method called DHCP (Dynamic Host Configuration Protocol).  In this method you do not have a permanent IP address assigned to you, rather an available address is pulled out of a pool of addresses when you log on.   

If you use cablemodem or DSL at home, from a DOS window type the command: 


IPCONFIG /ALL
it will show you that DHCP is ON, and your current IP and the length of time for which it is good (the “contract”).  In practice, I kept the same address for the year and a half I had the same Comcast connection.

IP addresses, domain names and PING

IP addresses are not user-friendly, so as part of the WWW, domain names were invented.  We discussed them as part of a URL above, but here we want to describe their relation to URLs.  

The work is done by Domain Name Servers (DNS).  Every internet service provider (ISP) also provides one or two DNS machines for domain name->IP address translation.

When you are ready to use a domain name for a web site, you apply to ICANN (Internet Corporation for Assigned Names and Numbers) to associate that name with a particular IP address.  There are many companies on the web that will do this for you.  It may take 2-3 days for this assignment to propagate to all the DNS machines around the world, but after that anybody anywhere can enter your domain name as a url and be sent to your IP address!

The glory of this setup is that you can get terminally annoyed with your web hosting provider and move to another one that is cheaper or better.  This will necessitate a different IP address, but you just pay a nominal fee to ICANN to change your mapping and the whole switch is invisible to your usrs.

Hyperlinks

As mentioned above, the ability to hyperlink is the key characteristic that distinguishes the WWW from a collection static document posted to a network.   In terms of HTML, hyperlinks are done with something called an anchor tag, which allows you to specify the text you see on the page, and the url to jump to when you click that text.  This will also be our first introduction to HTML.


<a href=http://www.yahoo.com/>yahoo home page</a>

Strange, but true!  This simple little text formatting trick is what harnesses the power of the internet and turns it into the world wide web.

Client-server

Key to understanding the web is the notion of client versus server.  In a situation where multiple computers are networked together, the basic choices are peer-to-peer, where all the computers are more or less equivalent and do all tasks (such as the computers in this room) or client-server, where a small set of the computers is much more powerful (the servers) and is the central clearing house (so to speak) for the less powerful client machines.  This is really a description of the relation between machines, so a particular machine might be a client in come contexts and a server in others.

The internet is a classic client-server setup.  All of our machines, here and at home are running web browsers as clients to the machines that serve up the web pages.  As we will see, implementing web pages is a combination of mostly server-side work, but usually there is some amount of client-side work also that runs on your browser.  

As an interesting note, if you are running Windows 2000 or Windows XP Professional (but not XP Home Edition) you can be a server!  You can run a program called IIS (Internet Information Server), through which you can run server technology on your home machine.  This is invaluable for developing websites.

anatomy of a web page

A web page is a plain text file (thank you Unix!) in a language called HTML (HyperText Markup Language).  The file resides on a web server and is served up to your browser when it requests it via URL.  The browser interprets the HTML to show you the page you see.

HTML is markup elements enclosed in <>’s. If an element contains data it has a starting tag and an ending tag, which is the starting tag preceded by /.  The starting tag can contain attributes.

The whole page should be enclosed in an <html> tag.  There should be a <head> section followed by a <body> section.  In the <head>, the <title> tag contents shows up in the browser caption.  The page contents is in the <body> section.  There are six levels of heading <h1> through <h6>.  <P> denotes a paragraph.  <hr> denotes a horizontal rule.

<a> is a hyperlink.

I said “should” in the previous paragraph rather than “must” because web browsers have so far been incredibly forgiving about your syntax.  A simple file containing “hello world” will be accepted by your browser as a valid web page.  

Here is a simple html file:

<html>

<head>

<title>Comp 110</title>

</head>

<body>

<h1>title</h1>

<p>I am some text.&nbsp; I am some text.&nbsp; I am some text.&nbsp; I am some

text.&nbsp; I am some text.&nbsp; I am some text.&nbsp; </p>

<hr>

<p>go to <a href="http://sports.yahoo.com/">Yahoo Sports.</a>.</p>

</body>

</html>

that looks like this:


Other important tags are <img> for displaying bitmap graphics image files, <table> for organizing your page into columns and rows (used everywhere on the web), <b>, <I>, and <u> for bold, italic and underline respectively.

There is a distinction trying to be made between structural markup and presentational markup, where structural describes the purpose while presentational describes the layout.  If this distinction were rigorously enforced it could lead to better separation of content from style -- great things like being able to use the same structural layout in many different kinds of presentations.  In this vein, I have noticed that many html creators (such as my Blog editor) now use structural tags such as <em> (emphasis) rather than presentational tags such as <i>.

Other buzzwords you may run into are DHTML (Dynamic HTML), CSS (Cascading Style Sheets), XML (eXtendable Markup Language), Javascript, Vbscript, ASP, .NET, Perl, PHP, and the beat goes on……

Another random note – everybody but Microsoft uses the extension .html for these files.  Because good old DOS allowed only three-character extensions, all Microsoft products create files with extension .htm.

anatomy of a web site

A web site is collection of web pages and resources (usually images as .GIF or .JPG files, but could also be Excel or Word files or music or video) usually located on the same server under a root directory.  Just as you can link to anywhere on the WWW you can also link to anywhere under the root of your website using the relative path syntax we discussed for DOS and Unix.  For security reasons you are not allowed to link anywhere else on the server.  

If you link to just the web site or to a directory on the site there is always the concept of a default file.  This is usually index.html or default.html, but there is usually a way to make it whatever you want.

� To complete the insanity, under UNIX the back slash is used as the standard escape character, for example to put quotes inside a quotatiuon you would “escape” the inner quote marks, as in “Washington said \”I cannot tell a lie.\””.  


So to specify a DOS pathname (e.g. C:\Windows\word.hlp) under UNIX you must use two backslashes:  C:\\Windows\\word.hlp, so the first will “escape” the second.
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